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Abstract. Legacy systems continue to remain crucial for the business operations
of many organizations around the world. However, for several reasons, there is an
increasing pressure to modernize them. While the existing approaches to legacy
system modernization have considerable drawbacks, the recent advancements
in generative Artificial Intelligence (GenAl), and in particular Large Language
Models (LLM), provide new opportunities. Therefore, this paper explores the
capabilities of LLMs in converting procedural COBOL applications to a mod-
ern Java architecture, while maintaining the legacy system’s original functional-
ity. An LLM-based framework for COBOL-to-Java conversion is developed and
evaluated. The generated Java code was assessed using static code analysis and
review by experienced developers. Results indicate, that LLMs can successfully
capture the original business logic and convert COBOL applications to logically
correct, clean and truly object-oriented Java code. However, the complete func-
tional correctness of the generated Java code could not be verified in practice so
far, and manual preparation of the input data as well as extensive prompt engi-
neering were necessary to obtain these results.
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1 Introduction

COBOL (Common Business Oriented Language [27,33]), a programming language de-
veloped in the late 1950s [32,33], has been the foundation for many large-scale legacy
systems across various sectors [41,25,10,30,2,15,5]. While COBOL is a reliable and
stable language [27], its age increasingly presents a challenge in the modern software
development landscape.

Businesses that rely on old COBOL systems, which typically incorporate essential
business-critical knowledge [2,25,11], are facing a growing need to modernize their
software infrastructure [37]. This is driven by a combination of factors, including a de-
creasing number of COBOL developers [10,35,34,42,12,6], rising maintenance costs
[42,4], outdated or unsupported platforms [35,16], and the urgent need to integrate with
modern technologies [29]. This is further intensified by the rapid advancements in do-
mains such as cloud computing, mobile applications, and new business paradigms like
microservices and DevOps [39].



Java, as one of the most widely used programming languages [28], presents a com-
pelling alternative for organizations seeking to modernize their legacy systems [24].
With its object-oriented nature [16,13], portability [24,42], and rich ecosystem of frame-
works and libraries [24], Java facilitates more scalable, maintainable, and future-proof
software architectures. Java is well-supported by a global community [8], which facil-
itates recruiting Java developers and maintaining systems over time. As a result, the
demand for automated COBOL-to-Java conversion has grown steadily over the past
decades, with a significant amount of academic research and practical work conducted
in this area.

Although there are clear advantages to modernization, the transition from COBOL
to Java is not a simple process. The two languages differ not only in their respective
syntax, but also in their underlying programming paradigms [34,16,13]. A simple line-
by-line translation from COBOL to Java is often insufficient and produces inefficient,
COBOL-like Java applications, frequently referred to as "Jobol" [37]. The translation
process must extend beyond syntax conversion to incorporate semantic understanding
and architectural restructuring [13,22].

The recent advancements in Artificial Intelligence (Al), particularly the emergence
of Large Language Models (LLMs) such as OpenAI’s ChatGPT in November 2022
[45], offer a novel solution to this challenge [14,21]. These models, trained on vast
datasets comprising a wide array of natural text and codebases [14,21,46], might have
the potential to automatically translate COBOL into object-oriented Java code.

Nevertheless, applying LLM technology to the task of COBOL-to-Java conversion
is not without its own set of challenges. LLMs are probabilistic models [44] - if not
properly constrained or guided, they may lead to inconsistencies or incorrect transla-
tions [26].

Furthermore, the deployment of COBOL in business-critical systems implies that
even minor inconsistencies in the conversion process can have significant negative im-
plications for business operations [5].

It is therefore essential to develop a robust framework, effectively using the strengths
of LLMs, while mitigating their weaknesses, ensuring reliable and accurate conversions
that align with industry standards and practices. Therefore, in this paper an approach is
presented and evaluated, how such a framework could be realized.

The rest of this paper is organized as follows: The related work is presented in
section 2. Section 3 describes the research approach and the proposed LLM-driven
COBOL-to-Java conversion framework. In section 4, the evaluation and its results are
illustrated, with the results discussed in section 5. We conclude with a summary of our
findings.

2 Related Work

The term "Legacy Systems" here denotes applications written in ancient programming
languages such as COBOL, Assembler or Fortran [22,12,2], and frequently running on
mainframe computers [12,15,10,34].

They are used for core business processes of organizations across multiple indus-
tries, including finance, healthcare, telecommunications, government, travel, and insur-



ance [41,25,10,30,2,15,5]. These systems are typically several decades old [2,25] and
of considerable importance [7], as they incorporate the core business logic and knowl-
edge present in a company that has been accumulated over decades [11] and cannot be
replaced easily [24].

In essence, these ancient systems serve as the fundamental infrastructure of busi-
nesses, encompassing any business-critical applications whose failure could have a se-
vere impact on the organization’s daily operations [6].

Legacy systems face significant challenges, primarily due to a shrinking pool of
developers capable of maintaining legacy code. The retirement of current COBOL pro-
grammers and the absence of younger experts exacerbate this shortage [35,34,42,12].
Furthermore, these systems require extensive maintenance and expertise due to their
complexity [5,15,11]. Factors such as outdated languages, knowledge gaps, and poor
documentation further complicate maintenance, making it expensive and time-consuming
[15,5,22,6,4]. Many legacy systems lack proper documentation, making it difficult to
access key resources such as system artifacts and architecture diagrams [12,5,6]. These
systems often face vendor lock-in due to reliance on specific programming languages,
platforms, or technologies, which increases costs and risks when transitioning to mod-
ern solutions [12]. Additionally, outdated platforms and hardware contribute to slower,
more expensive operations and may require migration to supported, modern alterna-
tives [35,16,36,7]. Poor code quality in legacy applications further complicates efforts
to modernize, particularly during automatic code conversions, which can result in infe-
rior outcomes compared to the original system [12].

’Artificial Intelligence’ (AI) here is understood as the study and development of
machines and software that are capable of thinking, comprehending, and making de-
cisions in a human-like manner [38]. This enables machines to learn and continuously
evolve based on past experiences [20,38]. While Al is a diverse field of study [31,40],
one specific technique that has gained widespread importance in recent years are Large
Language Models [1].

LLMs are trained on large corpora of general domain knowledge [46], encompass-
ing both code and text [47]. In the context of understanding and generating code, LLMs
have demonstrated impressive capabilities [17,47].

Legacy system modernization is crucial for ensuring that aging systems continue to
meet current technological demands. Research in this field has a long history that began
with the advent of object-oriented programming in the late 1980s [35,34]. Since then,
numerous manual and automatic approaches have emerged.

Usually, four principal modernization strategies are distinguished: Rehosting, Rearchi-
tecting, Redeveloping, and Replacing [23,6].

Rehosting entails encapsulating the existing program without modification [23],
which is relocated from, for instance, an on-premises data center to cloud storage [23].

In the process of rearchitecting, the legacy system is redesigned in accordance with
contemporary software development practices [23].

Redevelopment refers to the process of rewriting a system in accordance with present-
day requirements [23,6,7].



Finally, replacement implies the complete decommissioning of a system and its
replacement with a commercially available, "off-the-shelf" solution, which is typically
adopted when the aforementioned approaches are either infeasible or unsuitable [6].

Further modernization strategies involve migration [16] or the use of transpilers,
tools that transform programs from one programming language to another by following
predefined rules [22,30]. However, challenges arise when the source and target lan-
guages exhibit entirely different paradigms, as seen with COBOL and Java [22,30].
Moreover, [34] proposes a multi-step approach for COBOL-to-Java migration, com-
prising re-engineering, conversion, and refinement. In his work, [34] argues that the
conversion process from COBOL to Java is too complex to be completed in a single
step.

Existing automatic approaches are associated with challenges, as it is difficult to
generate ready-to-use Java applications [35]. Moreover, unstructured, low-quality
COBOL code further complicates the conversion process, resulting in low-quality Java
code [35].

Recent advances in generative Al and LLMs have led to revolutionary changes in
programming and the transformation of software development [12,2]. As a result, the
Al-based translation of code from one programming language to another became of
significant interest [41], leading to the development of a literature stream on the appli-
cation of Al techniques for code translation.

In previous research, Al techniques have been used to generate program translators
[9] or to introduce a self-planning code generation approach with LLMs to reduce the
difficulty of problem-solving [17]. In the context of COBOL-to-Java conversion, LLMs
have been recently used by [13], where multiple Java code samples are generated based
on the original COBOL code by the LLM via temperature sampling. The COBOL code
is then removed from context and the samples are checked for logical correctness and
refined by the LLM, followed by an additional readability check and refinement [13].
Finally, the most optimal sample is selected [13]. Another approach introduced by [12]
combines program synthesis with an LLM in order to translate COBOL to Java code.

However, so far, besides the work of [13] and [12], there exists little work on the
application of LLMs in COBOL-to-Java conversion. While these approaches were built
on the original COBOL code and input/output examples, this paper aims to develop
a framework based on metadata extracted from preprocessed COBOL code in order
to improve the quality, readability, and maintainability of the output of LLM-based
COBOL-to-Java conversion.

Therefore, in this paper the question is addressed, how LLMs together with tech-
niques such as Retrieval Augmented Generation (RAG) can be effectively combined in
a framework enabling the conversion of legacy code into modern Java applications of
good code quality, and if such a framework could be beneficial for migrating real-world
applications.



3 Design of the LLM-Based COBOL-to-Java Conversion
Framework

Using a Design Science Research (DSR) approach, we developed a LLM-based
COBOL-to-Java conversion framework as our artifact and evaluated it by the quality
of the generated Java code, which was generated based on real-world COBOL code
example obtained from a large German insurance company.

Figure 1 shows our conversion framework. The framework comprises two com-
ponents, one for COBOL code preprocessing ("Graphchain") and another for further
knowledge acquisition and Java code generation ("Docanalysis"). While "Graphchain"
was specifically designed to process COBOL code, the steps executed by "Docanaly-
sis" are not limited to COBOL and Java, and can therefore be easily adapted for other
programming languages.

3.1 Graphchain Component

The "Graphchain" Python program takes COBOL programs and copybooks and ex-
tracts metadata using an LLM. We used Anthropic Claude 3 Sonnet via AWS Bedrock,
maintaining a consistent temperature of 0 throughout the entire conversion project to
prevent the LLM from providing randomized responses. In order to process an applica-
tion, the LLM receives different prompts with instructions on what to extract from the
COBOL files and how to format the extracted data. "Graphchain" extracts the following
information and stores them in CSV files: The fields defined in the COBOL programs
and copybooks, including their picture clause; the copybooks used by a program; the
sections present in the COBOL programs and copybooks, including fields and other sec-
tions used by the section; programs called by the given program; whether a copybook
defines variables or procedures; and meaningful comments from the COBOL programs.

Subsequently, the generated CSV files are corrected if necessary, before they are
automatically concatenated. These files are then imported to Neo4j, a graph database
that provides a structured representation of data as a knowledge graph.

3.2 Docanalysis Component

The second component, "Docanalysis", was built on the basis of the GitHub project
"rag-tutorial-v2" created by pixegami (https:// github.com/pixegami/rag-tutorial-v2/
tree/main). It automatically extracts text from the documentation files and divides it
into chunks with a size of 2,500 tokens and an overlap of 300 tokens using the "Re-
cursiveCharacterTextSplitter" from the "langchain_text_splitters" library. Then, it vec-
torizes these chunks using AWS "Bedrock Embeddings", and stores them in a Chroma
vector database.

Similarly, the COBOL code is split into 6,000 token-sized chunks with an overlap
of 500, vectorized, and stored in separate DBs for each of the two programs and one
copybook containing relevant methods. The vectors are used to perform RAG, which
enables LLMs to access external information without the need of further training. The
user asks questions in order to obtain a comprehensive explanation and summary of the
COBOL application’s key features and logic.



After providing the prompt, a vector similarity search using the LangChain Chroma
"similarity_search_with_score" method is conducted, utilizimg cosine distance as de-
terministic approach [19] to identify the vectors that are most similar to the given
prompt. This results in the selection of a specified number of chunks k, which are uti-
lized as context. The number k was 6 for the smaller COBOL program, 12 for the
second program, and 3 for the copybook. The LLM then responds to the prompt by
generating an answer based on the provided context, and the responses are stored in a
text file. During RAG, the generated answers were manually verified. In the event of an
incorrect answer, it was removed to prevent the incorporation of erroneous information
into the knowledge base and the potential falsification of Java code generation. Then,
the COBOL RAG responses were again split into chunks measuring 2,500 tokens with
an overlap of 300, vectorized, and appended to the Chroma DB, which already con-
tains the vectorized documentation files. The process of filling the vector database is
shown in Figure 2. By doing so, the original COBOL code could be removed in the
subsequent steps. This allows the incorporation of the logic and other crucial elements
from the original code into the knowledge base, while reducing the resemblance of the
generated code to COBOL. However, some excerpts from the original code could not
be adequately described by the LLM, necessitating the inclusion of COBOL code in
certain prompts to enable the LLM to provide a description. Therefore, some COBOL
code parts are still included in the overall DB for conversion, given that the prompts
and the answers are always stored together.

"Docanalysis" additionally features access to Neo4j, enabling the LLM to retrieve
information directly from the knowledge graph. The LLM is connected to Neo4;j us-
ing the "GraphCypherQAChain.from_llm" method provided by the "langchain.chains"
module, which enables the retrieval of information regarding the relationships between
programs, sections, and other relevant entities.

3.3 COBOL-to-Java Conversion

In order to generate Java code from the COBOL program, Claude Sonnet accesses both
the Neo4j and Chroma DBs. In accordance with the specific code segment to be con-
verted, the LLM is presented with a user query (or prompt). The query is vectorized,
and the system then performs a vector similarity search in the Chroma DB. Fifteen
individual chunks are extracted and stored within a context variable. Additionally, the
LLM receives two different system prompts. The first one directs Sonnet to generate a
Cypher query, which is used to extract the desired metadata from Neo4j and append it
to the context variable containing the aforementioned chunks from Chroma. The sec-
ond system prompt then instructs the LLM to respond to the query using a "Chain of
Thought" (CoT) approach, with a series of steps that the LLM is expected to follow in
formulating its answer. These steps included the extraction of technical data structures
and the business logic of the program part in question, the identification of potential
Spring Data Repositories, and the determination of the requisite class structure and
necessary imports. Finally, the LLM is directed to generate Java code with a Spring
Boot architecture based on its considerations.

For framework evaluation, we converted one COBOL program and its respective
copybooks. Similar to the approach described by [34], we initially generated Java classes



from the program’s data division as well as from corresponding copybooks. This was
achieved by providing the LLM with a query instructing it to gather information about
a specific data structure and to generate the requisite Java class. Once all data divi-
sion fields had been converted, we proceeded with the generation of sections defined
in the procedure division, as well as in one copybook defining procedures. Initially,
sections that did not invoke other sections were converted. This was done since, subse-
quently, the sections that did utilize other sections could be provided with the converted
names of the respective sections they employ. Moreover, the LLM was supplied with
the Java variables and the classes in which they are located. This allowed the LLM to
utilize the appropriate variables during the conversion process. In general, all results
were subjected to manual review and selection, as the LLM occasionally encountered
difficulties with conversion. This approach resulted in the creation of a Java applica-
tion comprising 16 Java classes with variable declarations, and 20 classes containing
method implementations.

3.4 Revision of the Java Program

To conclude the process of modernizing the legacy COBOL code, we manually revised
the LLM-generated Java program with the objective of achieving a fully compilable
application. This manual review and revision was done in Visual Studio Code with
the assistance of the GitHub Copilot Extension, an Al-powered coding tool [43]. The
revision process involved standardizing the class nomenclature, revising all classes con-
taining variable declarations, thereby completing the classes and correcting errors until
compilability was achieved, and the revision of classes containing method implementa-
tions.

4 Evaluation and Results

The framework was applied to COBOL code from a legacy application of a large Ger-
man insurance company. In total, there were two COBOL programs, 24 copybooks,
and three documentation files. While "Graphchain" was used on the whole application,
the actual COBOL-to-Java conversion was tested on only one COBOL program and its
respective copybooks.

Afterwards, the Al-generated Java program has been evaluated by two distinct meth-
ods. First, in qualitative evaluation, it was presented to COBOL and Java experts of the
insurance company, and discussed and reviewed by them. Second, the CodeMR code
analysis tool was used, which employs a range of metrics, including complexity, cohe-
sion, coupling, and size.

4.1 Knowledge Graph Creation

Initially, a Neo4j knowledge graph was generated using "Graphchain". It featured nodes
representing programs, copybooks, variables, and methods. Potential relationships be-
tween these nodes included "HAS_VARIABLE’, "USES_COPYBOOK’, ’CHILD_OF’,



"HAS_METHOD’, *"USES’, and *CALLS’. However, the graph contained a consider-
able number of errors, including incorrect nodes and relationships or the absence of
expected nodes, as well as erroneous labeling. As a consequence, the knowledge graph
had to be corrected manually in a time-consuming process. The *Method’ label was
renamed to ’Section’, and the node categories File’ and *Paragraph’ were introduced.
This also required the creation of new relationship types, including *ACCESS_FILE’,
"HAS_PARAGRAPH’, and 'PERFORMS’. Additional modifications entailed the elim-
ination of erroneous nodes and the creation of missing nodes and relationships. More-
over, the correction of erroneous node names and definitions was undertaken. The final
version of the knowledge graph comprises a total of 1,208 nodes and 1,804 relationships
consisting of two COBOL programs, 31 copybooks, 11 files, 43 sections, 40 paragraphs,
and 1,081 variables, as well as 8 relationship types.

4.2 Insights from the Final Conversion

While the LLM followed and documented the given CoT steps in most cases, its’ rea-
soning was not verifiable in five instances, as the LLM did not provide its considerations
in its answer. Furthermore, it was observed that the generation process was terminated
abruptly during the conversion of one section.

A further observation made during the conversion of procedures is that they utilize
different variables and fields from various classes. It was thus necessary to provide the
LLM with the previously converted fields in order to ensure the correct variable names
were used. Otherwise, the LLM generated variables using names that were inconsistent
with those in the previously translated code.

The data division, including all used copybooks, was translated using 25 distinct
instances, necessitating a total of 137 attempts. This corresponds to an average of 5.48
attempts per instance. Subsequently, some of the resulting code snippets were consoli-
dated, as their separate translation was intended to facilitate data retrieval and conver-
sion for the LLM. Each class represents a level 01 data structure and contains its sub-
fields. The conversion of the data division and the corresponding copybooks resulted
in the creation of 16 classes, which hold variables, constants, conditions, files, and file
operations. Moreover, the program’s procedure division, including procedures defined
in a copybook, was translated in 20 instances, resulting in 20 classes encapsulating the
business logic. A total of 43 attempts were required to complete the translation of proce-
dures, representing an average of 2.15 attempts per instance. On average, four attempts
were required per instance to achieve a satisfactory result across all 45 instances. How-
ever, it should be noted that 180 attempts were documented, yet the actual number of
attempts required was greater as unsuccessful ones were not documented by the system.
The unsuccessful attempts coincided with non-functional Cypher queries generated by
the LLM.

Furthermore, the LLM was consistently instructed through the system prompt to
create a Spring Boot application. However, the resulting Java application does not ex-
hibit the typical characteristics of Spring Boot, such as the use of annotations. There-
fore, the resulting Java application did not meet the criteria for a Spring Boot application
based on its lack of typical Spring characteristics.



Moreover, during the conversion of the data division, the LLM was occasionally
prompted to utilize Java records for the purpose of reproducing hierarchies. Java records
are characterized by their immutability, which implies that the value of a field cannot
be modified once it has been initialized [3,18]. However, it was observed that certain
fields were modified within the COBOL program.

4.3 Essential Modifications for Code Compilation

As previously mentioned, the Java application needed manual revision to achieve com-
pilability. During revision, five classes were created to hold methods that were generated
without a class, 20 of the 36 classes were renamed to achieve a consistent nomencla-
ture, and four method names across three classes were corrected, as they started with
uppercase letters. Moreover, records were replaced with inner classes to guarantee the
variables’ mutability in cases were records were used for originally mutable fields. As a
consequence, the number of records was reduced from 53 in the LLM-generated appli-
cation to 29 in the revised version, which is a decrease of approximately 45.28%. The
number of subclasses was thereby increased from 33 to 64, an increase of almost 94%.

Only six classes were already compilable. The remaining 30 classes required revi-
sion to achieve full compilability. The unmodified LLM-generated program consisted
of a total of 1,220 lines of code. Following the necessary modifications, the revised
application comprised 2,935 lines of code, representing a 240.57% increase over the
initial version. The total additional lines of code amounted to 1,715. The manual revi-
sion process was completed in approximately 18 hours.

4.4 Expert Discussion

The non-revised Java code was presented to COBOL and Java experts from the client
organization during a remote meeting, which was recorded and transcribed. The tran-
scription was coded using the selective coding approach. Only statements from the
client were considered, as the objective was to gain an understanding of the client’s
perception of the LLM-generated code. However, not all of the Java code could be
assessed, since this would have required more time.

One participant noted that a specific method was implemented completely. Another
participant mentioned that, at first glance, the code appears to be properly implemented.
Furthermore, a third participant expressed amazement and said that the result makes
sense to them. The only critical statements concerned the nomenclature of variables
which were translated one-to-one, resulting in rather cryptic variable names, which is
untypical for Java. The participant also mentioned that while such code may be suitable
for specialists, they personally would not be able to correctly interpret these cryptic
variables. It was therefore proposed to use a dictionary that can be supplied to the LLM
to translate COBOL data structures into more understandable Java variables.

4.5 Evaluating the Code Quality

The Java application that resulted from the COBOL-to-Java conversion process was
evaluated using the CodeMR code analysis tool. Both the original LLM-generated Java



code and the revised Java application were assessed. The metrics under consideration
were complexity, coupling, lack of cohesion, and size.

Assessment of the LLM-Generated Java Application. CodeMR was provided with
the complete Java application comprising 36 distinct classes. However, the tool was
unable to analyze three of these classes.

With regard to the metrics of complexity and lack of cohesion, each of the 33 classes
demonstrated low complexity and cohesion scores. In terms of coupling, 28 classes,
which correspond to 84% of the entire program as measured by lines of code, were
found to exhibit low coupling. The remaining five classes, representing 16% of the
overall code, demonstrated low-medium coupling. Ultimately, 28 classes, representing
54.4%, were identified as having a low size, while the remaining five classes exhibited a
low-medium size. Moreover, the CodeMR tool was able to identify inner classes, yet it
failed to recognize records. All subclasses exhibited low scores across all four metrics.
This finding also applies to the revised code, which will be described in the subsequent
section.

Assessment of the Revised Java Code. As previously, the CodeMR tool was provided
with the entire application and analyzed all 36 classes, in contrast to the assessment of
the unmodified Java application.

The results regarding complexity indicated that 29 classes (76.2%) exhibited a low
complexity score. Four classes (15.7%) had low-medium complexity, while one class
(5.2%) exhibited medium-high complexity. Two classes (2.9%) were having very high
complexity. Moreover, the tool revealed that 28 classes (84.3%) exhibited low coupling,
five classes (6.8%) demonstrated low-medium coupling, and the remaining three classes
(8.9%) exhibited medium-high coupling. Furthermore, 31 classes (37.4%) exhibited
high cohesion, one further class (2.5%) had low-medium lack of cohesion, and three
classes (44.1%) demonstrated medium-high lack of cohesion. Additionally, one class
(16%) exhibited high lack of cohesion. Regarding size, 26 classes (21.6%) had low size,
eight classes (37.7%) had low-medium size, and two classes (40.6%) had medium-high
size.

5 Discussion

5.1 Findings and Implications of the Knowledge Graph Development

The underlying cause of the erroneous knowledge graph is suboptimal processing of
the COBOL application by "Graphchain". This is likely due to the limited token size
of Claude Sonnet, which has an output token limit of 4,096 tokens. The given issue
could have been potentially avoided by preprocessing the COBOL files similarly as the
documentation files, namely by splitting the files into chunks to reduce the amount of
data the LLM has to process at once. This could have avoided reaching the token limit,
which would have prevented the abrupt termination of the output generation.



Furthermore, the incorrect node labeling was identified as the result of an insuf-
ficient definition of node labels within "Graphchain" which only defined four labels,
reflecting shortcomings in the program’s development.

It can be stated that "Graphchain" is not yet fully developed. It must be refined and
optimized based on the identified deficiencies. Nevertheless, due to the probabilistic
nature of LLMs, it can never be assumed with absolute certainty that information will
always be extracted correctly by the LLM. In light of these considerations, an alterna-
tive potential solution to the problem may be to process the COBOL application files
utilizing existing code analysis tools such as ’eXplain’. This approach would serve to
mitigate the risks associated with LLMs in this particular context.

5.2 Implications of the Final Conversion

As previously stated, the conversion of a data structure required, on average, more than
five attempts, whereas the translation of a procedure necessitated only two attempts.
This suggests that prompting and method generation were easier than generating Java
classes which involve variable declarations. This is likely due to the simpler hierar-
chies of procedures compared to the complex data structures in the data division and
copybooks. Consequently, the generation of a functional Cypher query associated with
a procedure was facilitated, which is considered a crucial prerequisite for a successful
conversion, as an erroneous Cypher query interrupted Java code generation.

Moreover, during procedure conversion, the LLM was supplied with the Java names
of the fields utilized by the corresponding procedure. This guaranteed that the LLM
is aware of the nomenclature used in the already converted Java code, preventing it
from declaring these fields again. Otherwise, the results indicated that the LLM would
produce answers that are not consistent with what has been generated previously. It is
therefore recommended to supply the LLM with the already generated Java code. This
would also reduce the effort needed to create an extensive user query.

Furthermore, prompting the LLM to generate Java Records resulted in the creation
of such, despite the fact that the majority of the variables required mutability. It is
probable that a different prompt would potentially have avoided this issue. However,
it is not possible to ascertain whether the LLM was provided with information within
the context that indicated the fields in question were mutable. Consequently, in addition
to the aforementioned issue of prompting the LLM to utilize records, there is also the
possibility that the LLM was unable to independently identify that the use of records
would be inappropriate due to a potential lack of contextual information.

These findings indicate that prompting should be conducted with the greatest cau-
tion and that the desired result must be described accurately, as the LLM will produce
inappropriate results in the event of insufficient and inappropriate prompts. Prompts
have a significant impact on the results generated by an LLM, underscoring the impor-
tance of well-defined prompts.

5.3 Expert Discussion with the Client Organization

The results obtained from the discussion implied that the LLM-generated Java code is
well implemented. However, only parts of the code could be assessed by the partici-



pants, as it would take more time to evaluate the code and compare it to the original
functionality thoroughly. Therefore, these statements cannot be applied to the entire ap-
plication at the moment. One participant clearly expressed their amazement, indicating
that the employment of LLMs in legacy code modernization is something special and
innovative.

Nevertheless, there were critical statements on one specific issue. The COBOL field
names were translated directly, leading to Java variables with cryptic names. This might
impact the maintainability of the Java application, as variable names are not compre-
hensible. While the code might be appropriate for specialists, other developers would
not be able to understand the meaning of the variables and properly maintain the ap-
plication. A possible solution might be to provide a dictionary describing the meaning
of the COBOL fields so that the LLM can rename them using standard Java naming
conventions.

While the generated Java code received mainly positive feedback during the expert
discussion, it remains to be seen whether the Java code implements the original func-
tionality, how it performs, and if it is maintainable. This will need to be evaluated by
the experts from the client organization.

5.4 Evaluating the Java Application Using CodeMR

Original LLM-generated Code. As not all classes could be analyzed by CodeMR,
the provided percentages do not accurately reflect the entire application. Nevertheless,
the entire code that was analyzed, which is 33 classes, exhibited low complexity and
high cohesion, which are both desirable traits. Moreover, the majority of the application
exhibits low coupling, with only 16% exhibiting low-medium coupling, which is still
considered a good result. The results demonstrate that the Claude Sonnet is capable of
producing high quality code. Nevertheless, despite the satisfactory quality, the intended
connection between classes was not implemented by the LLM. This is one of the rea-
sons that necessitated a manual revision of the code in order to ensure its compilability.

Revised Java Code. The results of the revised Java code differ from those of the un-
modified application due to three distinct reasons: first, the interplay between classes
was established correctly during revision; second, a number of subclasses were created
during revision as a replacement of Java records; and third, the size of the program
increased significantly after revision.

The initial version of the Java code lacked real connections between classes due to
erroneous naming and other issues resulting from the LLM-driven conversion. Conse-
quently, the code exhibited low complexity. However, these issues were subsequently
addressed during revision, resulting in increased overall complexity of the revised code.
Furthermore, the establishment of functional connections between classes resulted in a
higher level of coupling. The creation of several subclasses is a further reason for the in-
creased level of coupling in the application. Moreover, classes exhibiting medium-high
and high lack of cohesion are the four largest classes, which contain a substantial num-
ber of subclasses following the revision process. The large number of subclasses affects
the clearness and readability of the main classes. Moreover, while Java records auto-
matically create important methods implicitly, subclasses and the necessary methods



need to be implemented manually, thereby increasing the number of lines significantly.
As many records needed to be replaced by inner classes, the overall code size increased.

Overall, the code quality in terms of complexity, coupling, cohesion, and size seems
to be inferior compared to the non-revised, LLM-generated Java code. Nevertheless,
it is important to note that the non-revised code was lacking essential functionality
as connections between classes were not operational. Problems referring to the high
level of coupling and to low cohesion might be reduced by separating large classes into
smaller logical units.

5.5 Threats to Validity

As previously outlined, the processing capacity of LLMs is constrained by their to-
ken limit, diminishing their efficacy in tasks that involve substantial datasets. This may
result in sudden terminations of the generation process or an inability to process the
entirety of the input, potentially limiting the LLM’s contextual understanding. When
dealing with legacy code, this may result in the LLM being unable to process and com-
prehend large programs entirely, ultimately leading to a persistent knowledge gap.

Furthermore, the LLM employed in this study was not able to memorize the con-
versation as it was accessed via APIL.

A further limitation is that the COBOL-to-Java conversion framework was only
tested using one LLM. Possibly other LLMs may have demonstrated superior perfor-
mance. However, the selection of LLMs for this study was restricted.

6 Conclusion

In conclusion, in this paper we presented a LLM-driven COBOL-to-Java conversion
framework and evaluated its efficacy in generating modern Java applications based on
metadata retrieved from legacy COBOL code. We used techniques such as RAG and
CoT prompting in order to inform and guide Claude Sonnet in the conversion process.

The results indicate that LLM-based extraction of COBOL metadata is difficult and
error-prone. Instead, the metadata should better be extracted using symbolic, rule-based
techniques as used e.g. in code analysis tools. On the contrary, after having extracted
the metadata from the code, the results demonstrate that using this metadata LLMs are
capable of converting legacy code into modern Java applications of good code quality.

However, achieving such results is challenging, and it was found that prompt engi-
neering is a critical factor for successful conversion. Whether the generated code cor-
rectly and completely implements the original functionality remains to be verified.

Further research is needed to extend the LLMs knowledge base with a dictionary
and the current status of the conversion process. Additionally, the LLM-driven prepro-
cessing using "Graphchain" should be investigated in more depth.

By continued research and refinement, the integration of LLMs in legacy code mod-
ernization efforts has the potential to transform how we further maintain and evolve
long-standing legacy software systems, bridging the gap between outdated legacy tech-
nologies and modern software systems.
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Fig. 1. Workflow of the LLM-driven COBOL-to-Java conversion framework.
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Fig. 2. Generation of the vector DB content using Retrieval Augmented Generation (RAG).



