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Abstract

Modernizing legacy systems is an ongoing research
topic, driven by the need to ensure and maintain
mission-critical operations while overcoming complex,
outdated architectures. Challenges include large tech-
nical debt, and the inefficiency of traditional manual
migration processes at scale. In this work, we pro-
pose that the synergy between structured, rule-based
knowledge extraction and Retrieval Augmented Gen-
eration (RAG)-driven generation provides a system-
atic framework for maintaining functional integrity
throughout the modernization process. Our results
show that the highest degree of functional integrity is
achieved, when use-case-specific context from a knowl-
edge graph is integrated into the generative process,
effectively preserving complex business logic while
minimizing artificial intelligence (AI) hallucinations.

1 Introduction

In information technology, legacy systems are software
or hardware systems that continue to be used because
they support essential, business-critical processes, de-
spite being based on outdated technologies [1].

Such historically grown systems, particularly main-
frame applications written in COBOL, PL/I, or Nat-
ural, remain deeply embedded in critical infrastruc-
tures. Yet, they increasingly suffer from high com-
plexity, accumulated technical debt, and rigid archi-
tectures that hinder maintainability, scalability, and
long-term system stability [2].

The modernization of historically grown legacy sys-
tems traditionally relied on manual processes and rule-
based tools, which remain inefficient, error-prone, and
difficult to scale for systems comprising millions of
lines of tightly coupled business logic [3], [4], [5]- Re-
cent advances in generative Al (GenAl), particularly
large language models (LLMs), offer new opportuni-
ties to address these challenges.

Empirical studies demonstrate that LLMs can of-
ten capture and translate legacy business logic into
structurally improved and object-oriented Java code,
thereby reducing manual effort and enabling modern-
ization at scale [3], 6]

However, these approaches have not yet been tested
in a real business environment that offers an end-to-
end Al pipeline for code modernization.

In addition, current AI systems suffer from a mis-

alignment in conceptual hierarchy, where they fail to
capture the multi-level structure of human knowledge
and often display high certainty even when their pre-
dictions are incorrect [7].

Therefore, in this paper we address the following
research question: How can hybrid AI architectures
within automated modernization pipelines systemat-
ically improve functional correctness in the transfor-
mation of business-critical legacy systems?

2 Al Pipeline Process Overview

Figure (1| visualizes our Al pipeline, which automates
the modernization of Natural legacy systems into
clean Java and TypeScript Code. A rule-based Nat-
ural Knowledge Extractor analyzes Natural files and
dependencies, storing them in a Neo4J database (DB).

This provides a machine-readable representation of
program flows and module connections. Using the
Neo4J Graph, the system generates artifacts such as
functional flows, and comprehensive requirement doc-
uments. These artifacts serve as the functional basis
for code generation. Through this approach we ensure
better handling of LLM token limits and avoid frag-
mentation of the legacy code because all dependencies
of a use case are loaded into Neo4lJ.
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Figure 1: AI Pipeline Overview

Using a vector DB, we provide the LLM with spe-
cific context via RAG, minimizing AI hallucinations
and ensuring factual accuracy [8].

The process produces Java Spring and TypeScript
code. A "Human-in-the-Loop" (HITL) approach en-
sures quality through manual refinements, resulting in
a repeatable process framework for future moderniza-
tion projects.



As depicted in Figure 2, the transition to a clean
Java architecture follows a structured three-step se-
quence: the initial population of the Neo4j DB, the
subsequent generation of documentation artifacts, and
the final automated code generation process.
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Figure 2: AI Pipeline - Sequence of Generation

The Al pipeline, as shown in Figure 2, uses a multi-
stage process by first converting the backend into a
Java Spring architecture—sequencing from controllers
to service calls—using RAG and Neo4j context, fol-
lowed by HITL verification. Besides the code, we also
generate spec documents for front- and backend to add
them to the vector database.

Once the backend is established, the frontend is
generated by transforming legacy 3270 mask descrip-
tions into modern TypeScript code including a fron-
tend description including ASCII wireframes, ensur-
ing seamless integration with the new controller in-
frastructure.

3 Results

In the first phase, knowledge is extracted from Natural
code into a Neo4J Graph to formalize dependencies
and process flows . This graph provides the necessary
context for an LLM using RAG to generate functional
and technical descriptions:

e Frontend Description: A description of screen el-
ements and an ASCII wireframe of the original
screens.

e Backend Description: A document detailing the
application’s components, business logic, as well
as service calls.

e Requirement Document: A document containing
user stories and business rules, designed to enable
the automatic generation of Java code and test
cases.

In the final phase, the code for the modernized ap-
plication is produced.

e Java Backend Code: Controller classes, validation
routines, and Servicecalls.

e TypeScript Frontend Code: 1:1 conversion of
original Natural screen modules.

4 Conclusion

In conclusion, the proposed pipeline provides a robust
framework for automating the migration of Natural
legacy systems into modern Java architectures. By in-
tegrating knowledge extraction via Neo4J with GenAl
and RAG, the approach effectively preserves complex
business logic while minimizing AI hallucinations.

We successfully implemented the pipeline for both
frontend and backend conversion as a Proof of Con-
cept at a European Bank, where we applied the pro-
cess to 4 use cases with several 3270 masks. Although
more complex masks required minor adaptations to
handle token limits, the pipeline worked correctly, re-
sulting in a logically correct application and an esti-
mated improvement in efficiency around 70% .

The HITL approach remains a critical component,
ensuring functional correctness through manual re-
views, refinement, and unit testing.

Furthermore, the pipeline’s potential lies in ex-
panding it to other legacy languages (e.g., COBOL)
and extending it to a more autonomous agentic ap-
proach to achieve even higher scalability.
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